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In [1]:

KoHTpospHadaA paboTa BHIIOJHEHa B www.MatBuro.ru

import pandas as pd

3arpy3um gaHHble

In [2]:

import pandas as pd
import numpy as np

HayKaM
[loMoxeM BaM C HalOucCaHuMeM oporpamM: www.matburo.ru/sub subject.php?p=pz

IPOTPaMMUPOBAHMIO,

3KOHOMMKE, IIpaBy,

eCTeCTBEHHEM

# VIBMeHEHHED! BapMaHT 3aIPy3KM T.K. HE NOOOEPXMBAETCS HATACET B CKIICAPH
# 1o mpuumHe "sTHMYyeckoy npobsems"
data url = "http://lib.stat.cmu.edu/datasets/boston"
sep="\s+",

raw_df
data =
target

= pd.read csv(data url,
np.hstack([raw df.values[::2,
= raw df.values[1::2,

In [3]:

print (raw_df)
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In [4]:
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Oout[4]
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In [5]:

# MMeHa KOJIOHOK 1yid Habopa IaHHBIX
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IPOTPaMMUPOBAHMIO,
HaykKam
[loMOxeM BaM C HaOyCaHueM IporpamMum: www.matburo.ru/sub subject.php?p=pz

SKOHOMNVKeE, IIpaBy, €CTeCTBEHHBIM
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# IlpeobpasoBaume data B DataFrame

df = pd.DataFrame (data,

df .head ()
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columns=column_ names)
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1 0.02731
2 0.02729
3 0.03237
4 0.06905

0.0
0.0
0.0
0.0

7.07
7.07
2.18
2.18

KonTposibHad paboTa BHIIOJHeHaA B www.MatBuro.ru
B5KOHOMUKE,

0.0 0.469 6.421 78.9

0.0 0.469 7.185 61.1

0.0 0.458 6.998 45.8

0.0 0.458 7.147 54.2

HaykKam
[loMOxeM BaM C HaOyCaHueM IporpamMum: www.matburo.ru/sub subject.php?p=pz

4.9671
4.9671
6.0622
6.0622

IPOTPaMMUPOBAHMIO,

InpaBy, €CTeCTBEHHEBEM

2.0 242.0
2.0 242.0
3.0 222.0
3.0 222.0

3acduKcMpyeM reHepaTop CiyvariHbIX YMcen Ans BOCNpPOU3BOAMMOCTU:

In [7]:

SEED = 22

np.random.seed = SEED

Paspennm paHHble Ha YCIOBHO o6yqa|ouj,y+o N OTJZIOXKXEHHYIO BbI60pKl/|Z

In [8]:

from sklearn.model selection import train test split

In [9]:
X train,
ED)

In [10]:

X train.shape,

Out[10]:

((404, 13

X test,

) s

(404,),

y_train,

y_train.shape,

(102, 13),

X test.shape,

(102,))

y_test = train test split (X, vy,

y_test.shape

17.8
17.8
18.7
18.7

396.90
392.83
394.63
396.90

V|3MepﬂTb Ka4yeCTBO 6yﬂ,EM C NOMOLbIO METPUKU cpep,HeKBan,paquHoﬁ OLLMBKM:

In [11]:

from sklearn.metrics import mean squared error

3apava

1.

9.14
4.03
2.94
5.33

test size=0.2,

random state=SE

Ob6yuuTe LinearRegression 13 naketa sklearn.linear_model Ha obyuatowiern Bbibopke (X train, y_train) n namepbTe
kauectBo Ha X_fest.

P.s. Owubka dormkHa 6bims 6 patioHe 20.



OMaTBopo — KoHcymbTauum IO MaTeMaTHUKe,

KonTposibHad paboTa BHIIOJHeHaA B www.MatBuro.ru

HaykKam

IPOTPaMMUPOBAHMIO,

S5KOHOMMKE,

npasy,

€CTEeECTBEHHEM

[loMOxeM BaM C HaOyCaHueM IporpamMum: www.matburo.ru/sub subject.php?p=pz

from sklearn.linear model import LinearRegression

# CosmaeM m oBbyyaeM MOOEJIL JIMHEMHOM peIrpeCC i
lr = LinearRegression ()
lr.fit (X train, y train)

# [Ipermckal’elBaeM BHAUEHMS HA TECTOBOM BEIOOPKE
y_pred = lr.predict (X test)

# BEIUMCIISEeM CpelHEeKBaIpaTHUYHYI OIMOKY
mse = mean squared error (y test, y pred)
mse

Out[1l2]:

20.7706847842701

3apava 2.

O6yunte SGDRegressor 113 nakeTta sklearn.linear_model Ha obyyatowen Boibopke (X train, y_train) n namepbre

kauecTBo Ha X_fest.

In [13]:

from sklearn.linear model import SGDRegressor

# CosmaeMm m obyyaem Momesis SGDRegressor
sgd = SGDRegressor ()
sgd.fit (X train, y train)

# IlpernckasbBaeM 3HAYEHUsS Ha TECTOBOM BEIOOPKE
y_pred sgd = sgd.predict (X test)

# BrIUMCIIIEM CpenHEeKBazpaTHUIHYH OIMOKY
mse sgd = mean squared error(y test, y pred sgd)
mse sgd

Out[13]:

4.338084361876963e+28

3apava 3.

MonpobyiiTe BCe OCTa/IbHbIE KN1ACCHI:
e Ridge
e Lasso
e ElasticNet

R UMV 1Ar DAM \AWA DPDAFTUA FAAALDIATAA AANRAMATALL hamsnaniaaatiiaig alnha HarranaiTa ara vav - aAaaAmion



KoHTposibHasa paboTa BHIOJHeHa B www.MatBuro.ru
OMaTBopo — KoHCcynbpTalumMmM IO MaTeMaTrKe, NPOIPAMMMPOBAaHMI, SKOHOMMKE, [IpaBy, €CTEeCTBEHHEM
HayKaMm
[loMOxeM BaM C HaOyCaHueM IporpamMum: www.matburo.ru/sub subject.php?p=pz

In [14]:

import warnings
from sklearn.exceptions import ConvergenceWarning
warnings.filterwarnings (action='ignore', category=ConvergenceWarning)

Ridge

In [15]:

from sklearn.linear model import Ridge
from sklearn.model selection import GridSearchCV

# CormaeM SK3eMIUISIP MOIEJIM M HNapaMeTPEl IJIS IOMCKA

ridge = Ridge (max iter=10000)

# CosmaeMm cromcok alpha zHavenm or 1le-20 mo 1e0

alphas = [10**(-x) for x in range (20, -1, -1)]

parameters = {'alpha': alphas}

ridge regressor = GridSearchCV (ridge, parameters, scoring='neg mean squared error', cv=5

)

ridge regressor.fit (X train, y train)

print (ridge regressor.best params )
print (ridge regressor.best score )

{'alpha': le-20}

-25.24687428066025

In [1l6]:

from sklearn.linear model import RidgeCV

ridge cv = RidgeCV (alphas=alphas, store cv_values=True)
ridge cv.fit (X train, y train)

print (ridge cv.alpha )

0.01

Lasso

In [17]:
from sklearn.linear model import Lasso
lasso = Lasso(max 1ter=100000)

lasso_regressor = GridSearchCV(lasso, parameters, scoring='neg mean squared error', cv=5

)

lasso_regressor.fit (X train, y train)

print (lasso regressor.best params )
print (lasso regressor.best score )

{'alpha': le-14}
-25.246874280660307

In [18]:
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HayKaMm
[loMOxeM BaM C HaOyCaHueM IporpamMum: www.matburo.ru/sub subject.php?p=pz

from sklearn.linear model import LassoCV

lasso _cv = LassoCV(alphas=alphas, cv=5)
lasso _cv.fit (X train, y train)

print (lasso_cv.alpha )

le-20

ElasticNet

In [19]:

from sklearn.linear model import ElasticNet

elastic = ElasticNet (max iter=10000)

elastic_regressor = GridSearchCV(elastic, parameters, scoring='neg mean squared error',
cv=5)

elastic_regressor.fit (X train, y train)

print (elastic regressor.best params )
print (elastic_regressor.best score )

{'alpha': 1e-20}
-25.246874280660304

In [20]:

from sklearn.linear model import ElasticNetCV

elastic_cv = ElasticNetCV(alphas=alphas, cv=5)
elastic cv.fit (X train, y train)

print (elastic _cv.alpha )

le-20

In [21]:

best alpha ridge = ridge regressor.best params ['alpha']
best alpha lasso = lasso regressor.best params ['alpha']
best alpha elastic = elastic regressor.best params_['alpha']

print ("Best alpha for Ridge:", best alpha ridge)
print ("Best alpha for Lasso:", best alpha lasso)

print ("Best alpha for ElasticNet:", best alpha elastic)

best alpha ridge cv = ridge cv.alpha
best alpha lasso cv = lasso_cv.alpha
best alpha elastic_cv = elastic cv.alpha

print ("Best alpha for RidgeCV:", best alpha ridge cv)
print ("Best alpha for LassoCV:", best alpha lasso_cv)
print ("Best alpha for ElasticNetCV:", best alpha elastic_cv)

Best alpha for Ridge: 1e-20
Best alpha for Lasso: le-14
Best alpha for ElasticNet: 1le-20
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HaykaM
[loMoxeM BaM C HalOucCaHuMeM oporpamM: www.matburo.ru/sub subject.php?p=pz

3apava 4.

MpoBepsATb KAYECTBO NPABUIbHO Ha Kpocc-Banmaaunn. Moakniodaem cross_val_score u3 sklearn.model_selection.
MapaMeTp €V yCTaHOBUTE PaBHbIM 5.

Jobeviteck MSE < 27.

In [22]:

from sklearn.model_selection import cross val score

# Ridge

ridge best = Ridge(alpha=ridge regressor.best params ['alpha'], max iter=10000)

ridge score = cross_val score(ridge best, X, y, scoring="neg mean squared error", cv=5)
ridge mean mse = -ridge score.mean ()

# Lasso

lasso _best = Lasso(alpha=lasso regressor.best params ['alpha'], max iter=10000)
lasso_score = cross_val score(lasso best, X, y, scoring="neg mean squared error", cv=5)
lasso mean mse = -lasso_score.mean ()

# ElasticNet

elastic _best = ElasticNet (alpha=elastic regressor.best params ['alpha'], max iter=10000)
elastic_score = cross_val score(elastic best, X, y, scoring="neg mean squared error", cv
=5)

elastic mean mse = -elastic score.mean()

print ("Ridge MSE:", ridge mean mse)
print ("Lasso MSE:", lasso mean mse)
print ("ElasticNet MSE:", elastic mean mse)

Ridge MSE: 37.13180746769892

Lasso MSE: 37.131807467697776
ElasticNet MSE: 37.13180746769866

Kak BuauM, Npu nydwnx anbga 3HayeHne SBHO 6osblie 27, MO3TOMY NPOBEAEM U3MEHEHUE AaTaceTa.

In [23]:
X["ZN"] = X["ZN"].replace (0, X['ZN'].mean())
In [247]:

# Inf m -Inf Ha NaN
X.replace([np.inf, -np.inf], np.nan, inplace=True)

# Bce NaN (Bkymouyas Te, KOTOpee Owputi Inf mum —Inf) Ha cpenHee BHAUYEHME MO0 KOJIOHKE

X.fillna(X.mean (), inplace=True)
In [25]:
features = ['CRIM', 'ZN', 'INDUS', 'NOX', 'AGE', 'DIS', 'TAX', 'PTRATIO', 'B', 'LSTAT']

for feature in features:
X[feature]=np.log(X[feature])
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In [26]:
X
Oout[26]:
CRIM ZN INDUS CHAS NOX RM AGE DIS RAD TAX PTRATIO B LSTAT
0 o eapze 2890372 0837248 0.0 (,ioe0 6575 4.177459 1408545 1.0 5690359 2.727853 5.983684 1.605430
1 300502 2.430418 1.955860 0.0 0.757153_ 6.421 4.368181 1.602836 2.0 5.488938 2.879198 5.983684 2.212660
2 5 103 2430418 1955860 0.0 ... 7.185 4.112512 1602836 2.0 5488938 2.879198 5973377 1393766
3 53053 2130418 0779325 0.0 0.780886_ 6.998 3.824284 1.802073 3.0 5.402677 2.928524 5.977949 1.078410
4 5 errgps 2430418 0779325 0.0 _oicoc 7.147 3992681 1802073 3.0 5402677 2928524 5.983684 1.673351
501 505y 2430418 2479056 0.0 cooooc 6593 4235555 0.907694 1.0 5.609472 3.044522 5971236 2269028
502 3_095111_ 2.430418 2.479056 0.0 0.556870_ 6.120 4.339902 0.827460 1.0 5.609472 3.044522 5.983684 2.206074
503, giogpa 2430418 2479056 0.0 o0 6976 4510860 0773574 1.0 5.609472 3.044522 5.983684 1.729884
504 2430418 2479056 00 6794 4492001 0.870833 1.0 5609472 3.044522 5.974954 1.868721

2.211009 0.556870
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[loMOxeM BaM C HaOyCaHueM IporpamMum: www.matburo.ru/sub subject.php?p=pz

505 3.048922 2.430418 2.479056 0.0 0.556870 6.030 4.391977 0.918289 1.0 5.609472 3.044522 5.983684 2.064328

506 rows x 13 columns

In [27]:

from sklearn.model_selection import cross val score

# Ridge

ridge best = Ridge (alpha=ridge regressor.best params ['alpha'], max iter=10000)

ridge score = cross_val score(ridge best, X, y, scoring="neg mean squared error", cv=5)
ridge mean mse = -ridge_ score.mean ()

# Lasso

lasso_best = Lasso(alpha=lasso regressor.best params_ ['alpha'], max iter=10000)
lasso_score = cross val score(lasso best, X, y, scoring="neg mean squared error", cv=5)
lasso _mean mse = -lasso_score.mean ()

# ElasticNet

elastic best = ElasticNet (alpha=elastic regressor.best params ['alpha'], max iter=10000)
elastic _score = cross _val score(elastic best, X, y, scoring="neg mean squared error", cv
=5)

elastic_mean mse = -elastic_ score.mean()

print ("Ridge MSE:", ridge mean mse)

print ("Lasso MSE:", lasso mean mse)

print ("ElasticNet MSE:", elastic _mean mse)

Ridge MSE: 25.2485062597585
Lasso MSE: 25.24850625975862
ElasticNet MSE: 25.248506259758194



